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Abstract—Distributed scientific workflow tasks exhibit signif-
icant variation in memory consumption, making accurate peak
memory estimation critical for resource management and avoid-
ing out-of-memory (OOM) failures. Existing workload schedulers
rely on static features like file sizes or tool names, which fail to
capture non-linear memory scaling. We present Consumption-
Aware Memory Prediction (CAMP), a closed-loop framework that
utilizes fine-grained, consumption-level provenance—the exact
number of bytes a task reads—measured dynamically via eBPF
kernel probes. To minimize tracing overhead across parallel task
executions at scale, we develop an active-learning-based, multi-
gate selective auditing policy that samples only the most informa-
tive workflow tasks for model retraining. We evaluate CAMP on
thousands of production-scale bioinformatics workflow records
executed under Slurm. Compared to size-based scheduling base-
lines, incorporating dynamic data-consumption features reduces
prediction median absolute percentage error by up to 40.31%.
Furthermore, CAMP successfully reduces predicted OOM events
by 64.37% while slashing runtime-weighted memory wastage by
37.18%. Our selective auditing framework consistently outper-
forms random sampling across tight profiling budgets, proving
that kernel-level consumption data provides a highly scalable
and practical feedback signal for high-performance workflow
resource allocation.

Index Terms—scientific workflows, memory prediction, eBPF,
selective auditing, Slurm

I. INTRODUCTION

Memory management remains a primary bottleneck in
modern high-performance computing (HPC) and distributed
cluster environments. Large-scale scientific workflows across
domains such as genomics, remote sensing, and materials
science routinely submit thousands of concurrent tasks to
resource managers like Slurm [1], HTCondor [2], or Ku-
bernetes [3]. Because cluster schedulers require declarative
memory reservations prior to execution, accurate prelaunch
resource estimation is critical. Underestimating memory re-
quirements triggers out-of-memory (OOM) termination, caus-
ing cascading execution failures, costly checkpoint restarts,
and broken dependencies across parallel pipeline stages [4],
[5]. Conversely, overestimating requirements leads to sub-
stantial resource overprovisioning, low cluster utilization, and
increased queuing delays for concurrent workloads [4], [6].
Because workflow developers cannot easily quantify the mem-
ory footprints of black-box analytical tools across highly
variable datasets, reservations gravitate toward conservative
upper bounds, resulting in cluster inefficiency [5], [6].

To automate resource scaling, machine learning models are
increasingly deployed to predict task-level memory bound-
aries. Prior literature focuses predominantly on model selec-
tion, establishing that expressive non-linear architectures, such
as k-nearest neighbors, random forests, and gradient-boosted
trees—outperform traditional linear regressors at capturing
complex runtime behavior [6], [7]. However, predictive accu-
racy remains fundamentally bounded by the available feature
space rather than model capacity.

Current memory estimators suffer from two key information
limitations. First, standard schedulers rely predominantly on
static prelaunch features, such as staged input file sizes,
which fail to reflect actual runtime execution patterns. Existing
predictors use aggregate file byte volumes, process names, and
thread counts to estimate peak allocation thresholds [4]–[6],
[8]. However, static storage metrics do not map to the exact
data subsets parsed during execution. For instance, selective
query tools read minor fractions of a large file index, whereas
memory-mapped binaries load file segments into physical
memory via page faults without issuing conventional read
system calls. Consequently, resource allocators conflate overall
staged storage volume with live resident memory require-
ments. Resolving this discrepancy requires capturing fine-
grained runtime data consumption, which is computationally
expensive to trace continuously and causally unavailable at the
moment of scheduling.

Second, streaming workloads display high variance in his-
torical data density, creating an asymmetry in feature speci-
ficity. Frequently executed workflow steps possess dense his-
torical records of nearly identical past runs, whereas novel
or updated pipeline stages lack empirical baselines. Mono-
lithic global models degrade under this variance: they over-
generalize well-characterized tasks by smoothing out tight,
process-specific historical signals, yet generate over-optimistic
or under-constrained bounds for unfamiliar tasks. An effective
framework must isolate and route tasks dynamically according
to the granularity of available empirical evidence.

This paper presents CAMP, a closed-loop memory-allocation
framework designed to address these feature limitations.
CAMP utilizes an eBPF-based auditing daemon to dynamically
capture explicit read bytes and file-backed memory-mapped
(mmap) page faults, directly attributing these I/O operations
to individual task process trees. Completed tasks populate an



TABLE I
NOTATION USED IN THE PROBLEM FORMULATION.

Symbol Description

t = 1, . . . , N Sequential task index
st Static features, known at launch
at Aggregate staged input size
ct Dynamic consumption signal, instrumentation-

only
yt True peak memory (max RSS)
ŷt Predicted peak memory
Hm(t) History of prior peak-memory outcomes
Hc(t) History of prior audited consumption traces
qt ∈ {0, 1} Auditing decision for task t
B ∈ (0, 1] Profiling budget (max audited fraction)
f Memory predictor
π Auditing policy
L(yt, ŷt) Asymmetric loss (underestimation penalized

more)

asynchronous database, supplying peak RSS records globally
and kernel-level data consumption metrics for instrumented
runs. To exploit historical data at the appropriate granularity,
CAMP structures empirical observations into hierarchical com-
patibility scopes, ranging from specific instance repetitions to
global hardware fallbacks.

To bound tracing overhead on production clusters, CAMP
operates under a strict administrative profiling budget, de-
ploying a multi-gate active learning selection policy. These
gates prioritize tasks with a high probability of allocation
failure, high anticipated training information utility, or those
operating within under-observed feature regions. The resulting
system evaluates a continuous loop of multi-quantile predic-
tion, selective auditing, kernel measurement, and asynchronous
retraining. The primary contributions of this work are:

• a scope-based hierarchical prediction architecture com-
bining multi-scale history summarization and non-
parametric quantile ensembles;

• an evaluation of fixed multi-gate selective auditing poli-
cies against uniform and process-stratified random base-
lines under equivalent sampling budgets;

• a comprehensive experimental evaluation on several
Bioinformatics workflows including comparative perfor-
mance baseline against Sizey [6].

To the best of our knowledge this is the first time a distri-
bution based model is used for peak memory prediction. Past
work [6] has predominantly considered point-based models.

The remainder of this paper is structured as follows.
Section II formalizes the problem. Section III details the
architectural design of CAMP, including the hierarchical scope
definitions, history construction, multi-quantile inference, and
active selection policies. Section IV defines the experimental
workloads, evaluation protocol, baselines, and tracking met-
rics. Section V discusses the empirical results, Section VI
covers related literature, and Section VII concludes the paper.

II. PROBLEM DESCRIPTION

A workflow executes tasks t = 1, . . . , N arriving sequen-
tially. Before launching, a predictive framework must allocate

a memory estimate ŷt to task t. Each task t is associated with:
• Static features (st): A feature vector available at

prelaunch scheduling time. This vector includes work-
flow metadata, process type, thread count, node con-
straints, including the aggregate staged input size at =∑

f∈staged(t) size(f).
• Dynamic Consumption (ct): A scalar tracking the em-

pirical byte volume consumed by the task during run-
time execution. While highly predictive of peak mem-
ory requirements, this metric is observable exclusively
through intrusive kernel-level instrumentation, rendering
it causally hidden at task launch time (ct /∈ st).

• Target Peak Memory (yt): The maximum Resident Set
Size (RSS) physically measured post-execution.

Because tasks run concurrently and finish asynchronously,
only information from tasks completed before this task’s
launch is available. We denote this causal history by two
feature vectors, constructed only from information available
before launch of task t:

• hm,t: features derived from peak-memory outcomes yτ
of tasks completed before launch of task t.

• hc,t: features derived from consumption traces cτ of tasks
completed and audited before launch of task t.

We write ht = [hm,t,hc,t] for the combined history. Which
prior tasks contribute to these vectors, and how their outcomes
are summarized, is a modeling choice addressed in Section III.

At launch, a binary decision qt ∈ {0, 1} determines whether
task t is to be instrumented:

• qt = 1: the task is audited, so (ct, yt) becomes available
to future Hc and Hm.

• qt = 0: only yt becomes available; ct is never observed.
Auditing incurs overhead, so the fraction of audited tasks

is capped by a budget B ∈ (0, 1]:

1

N

N∑
t=1

qt ≤ B.

We seek a memory predictor f and an auditing policy π,

ŷt = f(st,ht), qt = π(st,ht),

that jointly minimize cumulative prediction loss subject to
the budget constraint:

min
f,π

N∑
t=1

L(yt, ŷt) s.t.
1

N

N∑
t=1

E[qt] ≤ B (1)

L is asymmetric: it penalizes underestimation (ŷt <
yt) more heavily than overestimation, reflecting that under-
provisioning risks OOM aborts while over-provisioning only
wastes reserved resources.

III. CAMP DESIGN

We first describe how CAMP predicts ŷt, then (Section III-G)
the gates that determine the auditing policy π.
CAMP is designed around two core empirical observations.

First, although a task’s true data consumption ct cannot be



observed by the scheduler before launch, it can be estimated
using available prelaunch features and memory metrics. This
lightweight, learned proxy ĉt serves as a critical supporting
signal for peak memory estimation.

Second, accurate memory allocation requires learning at the
correct level of task specificity. Frequently repeated pipeline
steps often possess dozens of nearly identical historical runs
to learn from, whereas a newly deployed workflow stage
may have none. Monolithic global models degrade under
this variance by averaging over these non-uniform historical
densities.

Central to the design of CAMP is a hierarchical system of
scopes. A scope is a task compatibility criterion defined by
workflow name, process type, software version, and under-
lying hardware profile. Scopes are used to isolate pools of
prior completed tasks whose peak-memory and consumption
histories are relevant to a pending execution. CAMP defines
K distinct scopes, I0, . . . , IK−1, ordered strictly from most
specific (e.g., exact task instance previously executed) to most
general (e.g., matching cluster hardware profile). A task is
assigned to exactly one active scope based on data availability,
but its feature space remains enriched by historical summaries
across all scopes.

A. The Predictor Pipeline

The problem formulation seeks a single allocation function
f(st,ht). CAMP instantiates f as a routed family: a set of
scope-specific models {fIi}K−1

i=0 , a routing function ℓ that
selects which member serves task t, an auxiliary consumption
estimator g, and a tail calibration layer K. The pipeline
executes sequentially:

ĉt = g(st,hm,t) (2)

ŷt = K
(
fℓ(t)

(
st, ht, ĉt

))
. (3)

The proxy ĉt is computed from prelaunch-legal inputs
(st,hm,t) alone, so the pipeline uses no information beyond
the inputs admitted by the problem statement. The asymmetric
allocation objective L is encoded directly in training: each
per-scope model fIi is fit under quantile pinball loss to
predict upper tail quantiles of yt, and the calibration layer
K (Section III-E) corrects residual under-coverage.

B. Scope Hierarchy and Routing

Let P(t) denote the causal universe of all tasks that have
fully completed prior to the launch epoch of task t.

For each hierarchy tier i ∈ {0, . . . ,K−1}, let CIi(t) ⊆ P(t)
represent the specific pool of completed tasks that satisfy scope
i’s compatibility criteria, and let ni represent the minimum
sample support threshold required to activate that tier.

A task is automatically routed to the strictest possible scope
whose historical pool satisfies its support threshold:

ℓ(t) = min
{
i ∈ {0, . . . ,K − 1} : |CIi(t)| ≥ ni

}
(4)

The final baseline fallback tier, IK−1, accepts any task
regardless of history, ensuring ℓ(t) is always well-defined.
Tasks arriving before any cluster execution history exists
receive an administrative bootstrap default reservation.

The selected index i = ℓ(t) is recorded as the task’s his-
tory scope. This flag determines which scope-specific model
handles the transaction—both for partitioning the training set
(TIi = {t : ℓ(t) = i}) and for runtime routing. It does not
restrict adjacent historical pools from contributing multi-scale
statistical features to the broader history vector ht.

C. Proxy Consumption Estimator

CAMP trains a single consumption model g, global across
scopes but necessarily restricted to audited tasks, since cτ is
observed only when qτ = 1. Its training set is:

{(sτ ,hm,τ ) 7→ cτ : qτ = 1} (5)

Note that g conditions on the memory history hm,t only,
matching the inputs available at both training and inference
time. Pooling audited tasks across all scopes gives g substan-
tially more training data than any per-scope partition. Once
trained, g is fixed and its out-of-fold prediction ĉt is appended
as an input feature to every per-scope model. The predictive
accuracy of g therefore depends directly on which tasks the
auditing policy selects, which we discuss in Section III-G.

D. Per-Scope Quantile Models

CAMP fits an independent Quantile LightGBM (QLGBM)
ensemble for each tier in the scope hierarchy. Each model fIi
is trained exclusively on rows belonging to its designated parti-
tion TIi . The regression target is the true post-execution peak
memory footprint yt, optimized under pinball loss across a
vector of target quantiles Q = {0.50, 0.90, 0.95, 0.99, 0.995}:

fIi :
(
st,ht, ĉt

)
7−→ {Qq}q∈Q (6)

where Qq represents the predicted q-quantile of peak memory.
To minimize variance and stabilize predictions, each individual
quantile target is modeled by an ensemble of three trees
initialized with distinct seeds, and the median value is selected.
A sorting pass is executed immediately following inference to
eliminate quantile crossing.

E. Inference and Tail Calibration

During online execution, a pending task t is routed to its
active model fIi based on the evaluated scope index i = ℓ(t).
The global proxy model first appends ĉt, allowing the QLGBM
ensemble to output the ordered quantile set.

Because scientific workload memory footprints are highly
heavy-tailed, CAMP uses the upper tail as a baseline, setting the
99th percentile prediction (bt = Q0.99) as its starting allocation
request. However, this base value is sensitive to historical
sample density; for highly populated scopes it represents a
robust boundary, but for sparse, newly-observed scopes it can
be systematically optimistic.



CAMP therefore processes bt through a calibration layer
Kthat adjusts the request based on the multiplicative scale-
free log-residuals of past allocations:

rτ = log(yτ/bτ ) (7)

A positive log-residual indicates a historical model under-
prediction. Residual records are aggregated continuously per
scope. Let Q̂0.95(·) denote the empirical 95th percentile oper-
ator evaluated over a target residual set. The calibration layer
blends the residual profile of the task’s primary scope with its
parent tier p(i) in the ordered hierarchy chain (I0 → I1 →
· · · → IK−1):

ρt = ηi Q̂0.95

(
ri
)
+
(
1− ηi

)
Q̂0.95

(
rp(i)

)
(8)

where ηi is a local residual confidence weight derived from
scope sample support and log-residual variance. The final cal-
ibrated memory reservation request ŷt is scaled exponentially
and rounded upward to the nearest whole MiB boundary:

ŷt = ⌈bt exp(max(0, ρt))⌉MiB (9)

F. History Construction: hm,t, hc,t

Both models above condition on summarized history rather
than raw task-level records. For every scope i ∈ {0, . . . ,K −
1}—not just i = ℓ(t)—CAMP computes a summary block,
so a task routed to a strict scope still sees broader, more
stable statistics as context. Each block summarizes the peak-
RSS values (and, where audited, consumption values) of scope
i’s pool into medians, upper-tail percentiles, spreads, and
sample support. Exact field definitions, confidence metrics,
and imputation mechanics are detailed in the accompanying
technical report [9].

G. Selective Auditing

Full eBPF auditing supplies the consumed-data signal that
extends hc,t, but auditing every task incurs the overhead mea-
sured in Section V. The auditing policy π therefore decides,
before launch, which pending tasks should spend the budget
B. An audit cannot help the task that produces it i.e., its value
begins only when the record becomes history for later tasks.

Each pending task is scored from an audit-feature vector
xt drawn from the same prelaunch-legal information available
to the allocator: st, ht, the active request, and the model’s
quantiles. The task’s own yt, ct, runtime, and outcome are
excluded; they appear only as labels when scoring models are
trained on completed tasks. Because score scales differ across
workflows, every signal is converted to a within-workflow
percentile rank rankw(·) ∈ (0, 1] over pending tasks of the
same workflow.

The budget is dominated by a single question: is the active
memory request likely to be too small? Tasks whose requests
are about to fail are doubly valuable—auditing them protects
cluster stability and concentrates consumed-data observations
exactly where the predictor was weakest. CAMP estimates this
with two lightweight models trained on completed tasks: a
classifier for the underallocation probability prt = Pr(yt >

TABLE II
MATCHED WORKFLOW COHORT.

Workflow Version Dataset All Test Proc.

GATK 4.5.0.0 custom Synthetic hg38
reads

500 75 1

Minimap2 custom ONT-style
reads

6,001 900 5

Sarek [13] 3.6.0 GIAB
NA12878
WGS

6,012 902 25

Seqinsp. [14] 1.1.0 ENA
metagenomes

6,001 900 3

Taxprof. [15] 2.0.1 ENA paired-
end WGS

5,999 900 2

Viralmeta. [16] 1.1.3 ENA
metagenomes

9,003 1,349 6

Total – – 33,516 5,026 –

ŷt | xt), and, fitted only on completed underallocated tasks,
a regressor for the conditional deficit δ̂t = E[yt − ŷt | yt >
ŷt,xt]. The risk score

Rt = 0.70 rankw(p
r
t ) + 0.30 rankw(p

r
t δ̂t) (10)

ranks a task highly when failure is likely, when its expected
deficit is large, or both. At each decision point, CAMP allocates
⌊B |U |⌋ audits over the pending set U , divides them among
workflows in proportion to pending counts, and spends 80%
of each workflow’s quota on its highest-Rt tasks.

The remaining 20% funds two secondary objectives: a
heavy-information score selecting tasks whose consumed-data
measurement is likely to improve future predictions, and a
discovery allotment split between high-uncertainty tasks and
random draws from under-sampled workflow/process groups.
The random component protects against unmonitored drift and
keeps inclusion probabilities non-degenerate; score definitions
and quota mechanics appear in the technical report [9].

IV. EXPERIMENTAL METHOD

All results are available at [10].

A. Workflows, Datasets, and Platform

The matched offline cohort contains 33,516 task records
from six workflows (Table II). Nextflow/nf-core [11], [12] runs
on AWS ParallelCluster with Slurm and 13 worker nodes, each
with 32 vCPUs and 256 GiB RAM.

GATK and Minimap2 are deterministic custom workloads
constructed for this study. GATK generates paired reads over
hg38 for repeated HaplotypeCaller scatters, while Minimap2
generates ONT-style reads over fixed genomic windows and
runs mapping, indexing, and summary steps. Sarek uses GIAB
NA12878 30x WGS with GRCh38 interval scattering. Taxpro-
filer uses 5,998 paired-end Illumina metagenomic WGS runs
from an ENA snapshot. Seqinspector and Viralmetagenome
use 3,000 runs from the same ENA cohort with the Kraken2
Standard-8 database. Together, these workflows cover variant
calling, read alignment, taxonomic profiling, and metagenomic



TABLE III
ACCESS AND CAMP MODEL INSTANTIATION.

Input parameters Model outputs

Access: xAccess
t {QAccess

q (t)}q∈Q and calibrated re-
quest ŷAccess

t

CAMP: xCAMP
t {QCAMP

q (t)}q∈Q and calibrated request
ŷCAMPt

classification, producing different relationships between staged
input size, measured consumed data, and peak memory.

B. CAMP Model Instantiation

The memory-allocation experiment evaluates two conditions
on the same tasks. Access is the peak-history baseline: it uses
the launch-time static vector and causal peak-memory history.
CAMP is the consumption-aware allocator: it additionally uses
causal consumption history from earlier audited tasks and a
prelaunch estimate of the current task’s consumption. Their
legal input vectors are

xAccess
t = [st,Hm(t)], (11)

ĉt = g(st,Hm(t)),

xCAMPt = [st,Hm(t),Hc(t), ĉt]. (12)

Thus, neither condition can observe the current task’s mea-
sured ct or yt before launch. Table III maps these inputs to
the outputs produced by each condition using the notation from
Section III.

For each condition, the routed quantile family produces
the quantile estimates listed in Table III, and the calibration
procedure in Section III-E converts them into the submitted
memory request. Both conditions use the same task rows,
peak-RSS target, quantile model family, and leakage-control
protocol; each is fitted and calibrated using development data
only. The next subsection describes this common model-
training and calibration procedure.

C. Training and Calibration Protocol

The 33,516-task cohort is divided chronologically, with the
earlier 28,490 tasks used for development and the latest 5,026
tasks reserved for held-out evaluation. Related task-instance,
staged-input, and sample groups remain in the same partition.
Access and CAMP use the same development and test tasks,
peak-RSS target, model family, and preprocessing. Their legal
inputs are defined above, and each condition is fitted and
calibrated independently. Peak RSS is modelled as log(1+yt),
with yt expressed in MiB, while the consumption estimator
uses log(1 + ct), with ct expressed in bytes.

Five-fold grouped out-of-fold prediction is performed on the
development tasks. Consequently, each development predic-
tion is produced by models that were not trained on that task or
its associated split group. These out-of-fold predictions support
calibration and policy selection without exposing a row to
its own target during prediction. Automated checks enforce
identifier uniqueness, deterministic order, feature formulas,
system compatibility, and exclusion of current post-run fields.

A deterministic task-identifier hash separates the out-of-fold
development predictions into 17,210 residual-reference rows
and 11,280 policy-selection rows. The residual-reference rows
construct the condition-specific residual distributions used for
calibration. Candidate allocation policies are then evaluated on
the policy-selection rows. Among candidates satisfying at least
99% overall coverage and 97.5% coverage for every workflow,
each condition selects the policy with the smallest request-to-
peak ratio.

After policy selection, the models are refitted on all 28,490
development tasks, and their parameters and selected policies
are frozen before held-out evaluation. The 5,026 test tasks are
processed sequentially. A task’s own outcome is unavailable
when its request is produced; once revealed, it may update
causal history and residual state for later tasks. No test out-
come is used to refit model weights or reselect the allocation
policy. The offline replay approximates recorded completion
order, whereas live CAMP admits only outcomes completed
before decision time dt.

Together, these controls support four research questions”
RQ1: eBPF and mmap signal. Compared with STRACE,

how much explicit-read and memory-mapped page-
fault activity does eBPF capture, and what runtime
overhead does online full auditing introduce?

RQ2: Consumption-aware allocation. Does CAMP re-
duce counterfactual first-attempt underallocation and
runtime-weighted unused memory relative to Access,
and what point-error and reservation-cost tradeoffs re-
sult?

RQ3: Comparison with Sizey. On identical offline task
assignments, how does CAMP compare with unchanged
Sizey in underallocation, point error, and reserved-
memory cost?

RQ4: Selective auditing. At equal eBPF audit counts, do
CAMP’s gates identify more underallocated, memory-
heavy, and consumption-informative tasks than random
selection?

CAMP trains K+1 models — a global consumption esti-
mator and K per-scope quantile ensembles (5 quantiles × 3
seeds; 91 LightGBM fits at K=6) — over a ∼100-dimensional
feature vector. Scope-pool construction dominates cost: key-
matched scopes are O(N), while I2’s nearest-neighbor search
requires indexing at scale. Inference is two model calls per
task.

D. Evaluation Protocol and Metrics

For first request ŷt, recorded peak RSS yt, q50 prediction
ỹt, and runtime τt, the common allocation metrics are

ut = 1[ŷt < yt], Cov = 1− 1

N

∑
t

ut,

κ =

∑
t ŷt∑
t yt

, W =
∑
t

τt(ŷt − yt)+,

MdAPE = 100median
t

|ỹt − yt|
yt

.



Here ut marks a counterfactual underallocation, κ is the
aggregate request-to-peak ratio, and W is unused memory-
time, reported in GiB-hours. We also report total requested
memory and q50 mean absolute error.
RQ1. Matched no-audit, full-STRACE, and full-eBPF execu-
tions report explicit-read bytes, eBPF mmap-fault bytes and
their signal share, and runtime overhead 100(T a

w/T
0
w − 1)

relative to no audit.
RQ2. Access and CAMP are compared using underallocation
count, Cov, κ, W , MdAPE, and paired rescued/introduced
tasks. Robustness uses chronological grouped 30/70, 50/50,
70/30, 85/15, and 90/10 splits. Seeds 1996–2000 refit all
models and policies at each split; sample standard deviations
and t-based 95% intervals measure seed sensitivity on identical
holdout rows.
RQ3. Sizey and CAMP receive identical tasks under Sizey’s
9,141/21,337-task per-process split. Sizey process-size eligi-
bility rule removed 3k records. It’s Underallocation, coverage,
q50 MdAPE, log-scale R2, κ, and W are reported overall and
for the top-5% peak-RSS tasks.
RQ4. Similarly 9,141-task development set selects and freezes
the three-gate policy before replaying 21,337 later tasks. At
budget B, recall of target zt is

Recallz(B) =

∑
t qt(B)zt∑

t zt
. (13)

Active-risk, heavy-information, and top-5% peak recall are
compared with uniform and process-stratified random selec-
tion at equal counts. Budgets of 5–100% use 1,000 repetitions,
paired 95% intervals, and Holm-adjusted tests.

V. RESULTS

A. RQ1: Audit Signal and Cost

Figure 1(a) places workflows on the y-axis and the per-
centage composition of the eBPF consumed-data signal on
the x-axis. As Fig. 1(a) shows, mmap faults contribute 50.7%
of Minimap2’s consumed-data signal and 16.9–19.9% for
GATK and Viralmetagenome, demonstrating that explicit reads
alone can miss substantial consumption. Figure 1(b) shows
that eBPF full-audit overhead is not uniformly lower than
STRACE: it is similar or lower for GATK, Sarek, and Taxpro-
filer, but higher for the other workflows. Thus, eBPF’s main
benefit is visibility into mmap-backed consumption, while its
variable full-audit cost motivates selective auditing.

B. RQ2: Consumed-Data Feedback

Figure 2a(a) places the chronological development/holdout
split on the x-axis and mean underallocations per 1,000 held-
out tasks on the y-axis. Figure 2b(b) uses the same axes but
shows CAMP’s five training seeds as colored points; diamonds
and error bars report the five-seed mean and 95% confidence
interval, while CV is the coefficient of variation.

As Fig. 2b(a) shows, CAMP underallocates fewer tasks at
50/50 and 85/15, but more at 30/70, 70/30, and 90/10. Panel
(b) shows that 85/15 has the greatest seed variation (CV
67.4%), whereas 70/30 is stable but consistently less safe. In

Fig. 1. RQ1 full auditing. (a) eBPF explicit-read and mmap-fault composition;
labels give mmap bytes and signal share. (b) STRACE and eBPF workflow-
runtime overhead over no audit.

the primary 85/15 run (seed 1996), CAMP reduces underal-
locations by 64.37% and unused memory-time by 37.18%,
while increasing total requested memory by 31.50%. Thus,
consumed-data feedback helps in some development regimes,
but its present policy is not split-independent.

C. RQ:3 External Comparison with Sizey

Figure 3(a) places Sizey and CAMP on the x-axis and the
number of underallocated tasks on the y-axis. Panel (b) uses
the same x-axis and reports median absolute percentage error
on the y-axis. Panel (c) places request-to-peak ratio and unused
memory-time on the x-axis and reports each value relative to
Sizey on the y-axis; Sizey is normalized to 100%.

As Fig. 3(a) shows, CAMP reduces underallocations from
3,597 to 287, a 92.02% reduction, and raises first-attempt
coverage from 83.14% to 98.65%. Panel (b) shows median
absolute percentage error falling from 27.04% to 16.14%, a
40.31% improvement. Panel (c) shows the capacity tradeoff:
CAMP’s request-to-peak ratio is 225.5% of Sizey’s and its
unused memory-time is 141.4%. Thus, CAMP substantially
improves safety and point accuracy, but uses more reserved
capacity than Sizey.



(a) RQ2 underallocations with different splits. (b) RQ2 allocation variance across repeated evaluations.

Fig. 2. RQ2 allocation safety and robustness. (a) Held- out underallocation results. (b) Variation across repeated evaluations.

Fig. 3. 21,337-task comparison with Sizey: (a) underallocations; (b) median
absolute percentage error; (c) request/peak and unused memory-time normal-
ized to Sizey.

Fig. 4. RQ5 equal-count selective-audit recall. Curves are means over 1,000
repetitions; shading gives empirical 95% random-baseline intervals and the
dotted diagonal is budget-proportional recall.

D. RQ:4 Selective Auditing

Figure 4 places the audit budget, expressed as the percentage
of tasks audited, on the x-axis and target recall on the y-
axis. Panel (a) reports recall of risk targets whose active
memory request would be smaller than peak RSS. Panel
(b) reports recall of high-information targets meeting the
joint memory-tail and consumption-utility label defined by the

heavy-information gate. All policies select the same number
of tasks at each budget.

In Fig. 4(a), CAMP recalls 15%, 25%, 43%, 57%, and 83%
of risk targets at 5%, 10%, 20%, 30%, and 50% budgets,
respectively, compared with 5%, 10%, 20%, 30%, and 50% for
uniform random selection. Panel (b) shows high-information
recall of 7%, 13%, 26%, 40%, and 58%, again above both
equal-count random baselines at every displayed budget. Thus,
the gates concentrate audits most strongly on underalloca-
tion risk while also finding more tasks useful for refreshing
consumption-aware models.

VI. RELATED WORK

Workflow memory prediction. Prior work estimates task
requirements from prelaunch inputs and completed tasks [17].
Ferreira da Silva et al. [18], [19] update runtime, disk, and
peak-memory estimates as tasks complete; Tovar et al. choose
historical allocations or reshape splittable analyses [8], [20];
and Witt et al. optimize allocation cost using online feed-
back [4], [21]. Sizey trains and reselects multiple models
through resource-allocation quality [6]; Ponder selects task-
sizing strategies [5]. Related methods predict time-varying
memory [22], learn allocation actions [23], profile runtime
cold starts [24], or learn from scheduler logs [7], [25]. CAMP
instead changes allocator information by separating staged size
from selectively measured consumption and admitting only
completed history. Its external experiment preserves Sizey’s
implementation rather than treating it as a feature ablation.

Tracing and provenance. System-call and Linux audit
detail has workload-dependent cost [26]. LPM [27] and Cam-
Flow [28] capture whole-system causal provenance. eBPF
executes verified programs at kernel hooks [29]; CAMP uses
it more narrowly for task-attributed positive reads and file-
backed mmap faults, not complete syscall lineage. Standard
and audit lanes therefore make measurement coverage an
allocation decision.

Budgeted measurement. Active learning selects labels
under measurement limits [30]. CAMP analogously observes
peak RSS for every task but consumption only for selected



tasks, combining risk/information exploitation with process-
aware exploration at exact budgets. Nonuniform selection can
bias history: the random lane records inclusion probabilities
and applies capped Horvitz–Thompson weights [31]. This
reduces bias for stochastic exploration but does not make
deterministic risk/information selections a probability sample;
CAMP therefore claims selection yield, not an unbiased com-
plete audit set.

VII. CONCLUSION

CAMP demonstrates that workflow memory allocation is
governed by the granularity of available evidence, not model
selection. Peak memory anomalies reside in heavy tails driven
by actual runtime data consumption, which cannot be inferred
from static prelaunch metadata. When continuous observation
incurs a system overhead, resource allocation must target areas
of highest predictive uncertainty rather than uniform random
sampling. Our results [10] confirm this framework pays: se-
lective auditing captures the tail safety of full instrumentation
at a fraction of the performance cost, relying on structured
historical empirical evidence to safely reduce cluster over-
provisioning at scale.
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