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Fine-tuning and hosting LLMs is becoming
feasible for many organizations, yet:

* Most still relly on static deployments or
external APIs

« Self-hosting multiple LLMs is expensive to
run 24/7 9 P P

» Failures or poor outputs lack fallback
mechanisms

» Data privacy is at risk with public
endpoints

* Infrastructure is frequently
overprovisioned, wasting compute
resources

* Reproducibility is difficult when using
black-box APIS outside your control

Experiments / Evaluation
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Multi-Metric Comparison: Always-on vs Serve='=
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Latency (ms): Time taken to generate a response from the selected model
after a User query.

Accuracy / Relevance (%): Domain-appropriateness of the LLM output,
measured between Serveless LLMs and Deployed LLMs

GPU Utilization (%): Fraction of allocated GPU resources actively used
during inference, indicating efficiency of scaling

Our framework routes prompts to the most relevant, cost-
effective LLM inference (S_LLy) chosen from an L x | service
matrix. Backends are deployed on Kubernetes with Umbrella
Helm charts, scale to zero when idle, and resume on-demand
enabling auto scaling

Applications / Use Cases

¢ Research labs hosting multiple fine-tuned
LLMs ensuring data safey and privacy.

* Universities offering shared LLMaaS to
different departments.

«  Enterprises with domain-specific,
assistants (legal, finance, biomedical)

* Generalizable to Lxl combinations »

scalable architecture.
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1. Matrix Abstraction

+ System modeled as an L x I matrix:
RLxT =
MeR*™, M;,=85.,

where L = domain-specific LLMs (8ioGPT, ChemBERTa, MatSciBERT, ...) and 1 = inference backends.
+ Forthiswork: L = 3,1 = 3 = 9 services.
* Generalizable to L x I combinations.
2. Routing Objective

+ For a prompt p, we select the optimal service:

(z%9") = argmax F(2, Szy)

3. Scoring Function

+ Combines relevance, latency, cost:
f(p: Szy) = aR(p, Lz) — AT(Szy) — pC(Szy)

* R(p, L;): prompt-model domain similarity
+ T(Sry): latency
s C(Szy): cost
* @, A, tunable weights

4. Serverless GPU Scaling

* Each service scales-to-zero until selected:

1, ifselected

licas(8;,) =
replicas(S; ) {0’ otherwise

* Implemented using Kubernetes + Helm + HPA/KEDA.

CONCLUSION AND FUTURE WORK

CONCLUSION:

* Matrix abstraction simplifies multi-LLM
orchestration

* Router ensures relevance + efficiency.

+ Kubernetes enables elastic deployment.

Future Work:

* Dynamic weight tuning (a,A,4)

» Larger L x | experiments (10s of LLMs x Backends)

* Multi-modal extension (text, images, molecules).

* Integration with federated learning for privacy-
preserving setups.




